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Executive Summary

This document outlines architecture recommendations for optimising Digital Twin integration.
D4.1 detailed both high- and low-level digital twins and their communication with physical
prototypes. Here, multiple models will be integrated into the cloud, specifying their
interaction and data flow. WP2 and WP3 have developed several multi-scale models for cloud
implementation, including P4D, SoS, RUL, LSTM-based SoC, TCN-based SoH, NN-based SoH,
Kalman-filter SoH, and impedance-based SoT/SoC models. WP7 use-cases demonstrate model

application for training and optimisation.
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Abbreviations

Al — Artificial Intelligence

AKS — Azure Kubernetes Service

AP| — Application Programming Interface

BMS — Battery Management System

CAN — Controller Area Network

CKAN — Comprehensive Knowledge Archive Network (open-source data management
system)

DT — Digital Twin

EIS — Electrochemical Impedance Spectroscopy
GPU — Graphics Processing Unit

HPC — High-Performance Computin

LSTM — Long Short-Term Memory (neural network model)
MSG — Message (in CAN message cache context)
NN — Neural Network

NTP — Network Time Protocol

OTA — Over-the-Air (update)

P2D — Pseudo-Two-Dimensional

P4D — Physics-based Four-Dimensional

RUL — Remaining Useful Life

SoC — State of Charge

SoH — State of Health

TCN — Temporal Convolutional Network
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1. Functional requirements for Performance-Optimised Digital
Twins

A performance-optimised digital twin (DT) needs to process sensor data, run models, and
provide outputs to the BMS in real time, matching the battery's operating speed. Latency must
be low enough within milliseconds or seconds to allow timely BMS control actions, particularly
for maritime applications. Computational demands should be minimised to enable real-time
or near-real-time execution of physics-based models. Error! Reference source not found.
illustrates number of requirements must be followed for performance-optimised cloud DT.
The performance-optimized digital twin relies on a three-level computational structure (cloud,
edge, BMS), each with distinct responsibilities that ensure both real-time control and high-
fidelity analysis:

e BMS level (milliseconds): The embedded BMS executes low-latency safety and
protection functions, such as over-voltage, over-temperature, and emergency cut-off.
It consumes SoC and SoH estimates provided by the digital twin but is never delayed
by complex computations.

e Edge level (10—100 Hz): The edge server (Azure loT Edge) hosts lightweight, real-time
models such as the LSTM SoC estimator and Kalman filters. These models process raw
sensor data (V, |, T) directly from the BMS and provide timely SoC/SoH estimates to
the control loop. The edge acts as the bridge between BMS hardware and the cloud.

e Cloud/HPC level (seconds—hours): The Azure HPC environment runs computationally
intensive models such as P2D, SoS, TCN/NN SoH, impedance-based SoT/SoC, and RUL
predictors. These operate at lower frequencies and provide insights into long-term
behavior, degradation, optimization strategies, and fleet-level simulations. The cloud
also manages the unified parameter/data library (Azure Data Lake + CKAN) and
orchestrates model updates back to the edge.

This separation ensures that safety-critical tasks remain at the BMS, real-time estimation runs
at the edge, and deep computational tasks are offloaded to the cloud. Synchronisation across
these levels is maintained through timestamped telemetry, buffering, and orchestration
services.

Table 1 Requirements IDs

Req. ID Requirement Statement Rational Example /
Implementation in Azure
R1 The digital twin shall support real-time Ensures outputs (SoC, LSTM-based SoC runs on
or near-real-time execution of SoX SoH, RUL, SoT) are Azure loT Edge with
estimation models by leveraging Azure | available in time for BMS | <100 ms latency, while
cloud scalability and edge deployment decision-making. full P2D simulations run
for latency-critical tasks asynchronously on Azure
HPC.
R2 The digital twin shall enable multi- Balances fidelity vs Use Azure Functions as
fidelity model orchestration, performance for orchestrator to trigger
dynamically selecting between P2D, different operating TCN-based SoH
ECM, Kalman filter, NN, TCN, and scenarios. estimation during fast
impedance-based models depending on charging, while Kalman
use case, accuracy, and resources. filter runs continuously.
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R3 The architecture shall be cloud-native Enables scaling from cell Deploy models as
and scalable, supporting to pack-level twins. microservices via Azure
containerisation and GPU acceleration. Kubernetes Service
(AKS); run NN/TCN on
GPU-enabled Azure VMs.
R4 The digital twin shall apply model Preserves essential Use reduced-order P2D
reduction and surrogate modelling for | electrochemical thermal and deployed in Azure
physics-based P2D/SoS models to meet behaviour while ML; run in milliseconds
runtime constraints. reducing computation instead of seconds.
time.
R5 The architecture shall maintain a unified Avoids parameter drift Azure Data Lake +
parameter and data library accessible and ensures consistent CKANN stores
across all models. digital physical parameters (e.g.,
alignment. resistance, capacity,
impedance curves),
synchronised with Time
Series Insights (TSI).
R6 The digital twin shall provide Guarantees Azure loT Hub - MQTT
standardised interfaces (e.g., MQTT, interoperability and interface for SoC/SoH
OPC-UA, REST APIs, CAN integration) for actionable insights. updates; REST API for
interaction with the physical BMS. predictive RUL
recommendations to
BMS.
R7 The digital twin shall support Validates the Digital twin | Simulate EV drive cycles
performance evaluation under use-case in realistic operating or maritime duty cycles
load profiles (WP7). conditions, measuring on Azure HPC; compare
efficiency, degradation, degradation trends
and OPEX impact across LSTM vs
impedance-based SoH.
2. Digital twin low level architecture

D4.1 submitted a Digital Twin architecture report detailing a cloud-based system for physical batteries.
Current implementations estimate battery parameters such as SOC and SOH using various models, but
challenges persist in validating these models under dynamic real-world conditions. In this section,
more insightful architecture is demonstrated as shown in Figure 1. Each model has been
characterised in terms of input data, sampling, output frequency, and computational
requirements, ensuring optimal placement in cloud or edge execution. The architecture has
three main layers:

1. Battery models & Estimation Layer (3 Layer)

Contains different physics-based, data-driven, and hybrid models:

P2D (SINTEF), SoS (RISE): High-fidelity physics models.

Kalman Filter (ABEE), SoC LSTM (VTT): Real-time observers for SoC/SoH.
NN-SoH (VA), TCN-SoH (FHG): Al models for degradation/lifetime.
EIS-based model calibration: Uses impedance data to update SoC/SoT.
Lifetime prediction model (SINTEF): Long-term forecasting.

2. Cloud & Data Management Layer (2" Layer)

Azure loT Hub + Function Handlers: Collect CAN data, device control, OTA updates.

CKAN server + storage: Manages historical + streaming data.
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e APl Gateway: Interfaces with applications and BMS.

o Data Management & Models: Orchestration of models, storage, and version control.

Edge & Physical Battery Layer (1% Layer)

o Edge Server + Cloud IoT Edge client: Executes real-time models with low latency.

e CAN MSG Cache: Synchronises messages between cloud and edge.

e BMS Master + Slaves + Advanced Sensors: Collect voltage, temperature, current, EIS,
and environmental signals.

e Historical Data: Includes cell chemistry, test data, field data, lab data, and profiles.

e Control Unit: Uses twin outputs for optimised battery operation (runtime, lifetime,
efficiency).
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Figure 1. Digital twin architecture: 15t Layer: Edge & Physical Battery Layer, 2" Layer:Cloud & Data Management Layer, 3@
Layer: Battery models & Estimation Layer.
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Since DT integrates Azure HPC + Edge hybrid execution as shown in Table 2, models should
be allocated based on:

. Latency requirement (real-time vs batch/offline)
. Computational demand (light vs heavy)
. Data dependency (continuous telemetry vs historical datasets)

Real-time Edge layer - Run SoC LSTM and Kalman filters here (10—100 Hz). They directly
support BMS control.

Cloud HPC layer - Run P2D, SoS, NN/TCN SoH, lifetime prediction. These don’t need ms-
level updates but require HPC/GPU scalability.

Hybrid EIS allocation - Collect impedance at the edge, process/fit spectra in the cloud, then
push simplified parameters back to edge for SoT/SoC updates.

Unified Data Layer - Use CKAN + Azure Data Lake as the “single source of truth” for
parameters (e.g., resistance, capacity, impedance). This ensures consistency across edge and
cloud models.

Adaptive orchestration = Implement an Azure Function orchestrator to dynamically decide
which models to run (and at what frequency) depending on:

. Use case
. Available HPC/edge resources
. Safety-critical vs efficiency tasks

Table 2 Model and execution level

Model

Recommended Location

Reasoning

SoC LSTM (VTT)

Edge (loT Edge client)

Needs to run at 10—-100 Hz for
real-time SoC tracking; light
enough for edge inference.

Kalman Filter SoH (ABEE)

Edge

Very lightweight; complements
SoC LSTM as a fallback /
redundancy estimator.

NN SoH (VA)

Cloud (HPC VM, GPU)

More computationally intensive;
medium-frequency (0.1-1 Hz);
better to run in cloud.

TCN SoH (FHG)

Cloud (GPU)

Similar to NN SoH; trained on long
time series, it requires
batch/cloud execution.

EIS-based SoT/SoC (CSEM)

Cloud + Edge (hybrid)

Data collection (EIS) at edge, but
model fitting in cloud (too heavy
for edge). Edge can consume pre-
processed impedance
parameters.

P2D model (SINTEF)

Cloud (HPC cluster)

Very high-fidelity; requires HPC
resources; not suitable for edge.

SoS model (RISE)

Cloud (HPC)

Pack-level simulation,
computationally heavy; useful for
fleet optimization, not real-time
BMS.

Lifetime prediction (SINTEF)

Cloud (batch, daily/hourly)

Slow changing; runs in cloud with
historical + operational data.
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Edge ensures safe operation;
cloud evaluates efficiency,
lifetime optimization, and OPEX.

Edge (real-time decision) + Cloud

Control unit optimisation . .
(strategic planning)

3. Model Catalogue

3.1. Input/Output and Sampling Requirements

The performance of the digital twin depends not only on the computational capabilities of the
Azure HPC-Edge infrastructure, but also on the timing, sampling, and data flow between the
models and the physical battery system. Each model has specific requirements in terms of
input data, sampling frequency, and expected outputs, which directly influence where and
how it should be deployed within the architecture (cloud vs. edge). A fundamental
requirement for achieving reliable digital twin performance is the effective synchronization of
data streams and model outputs across both edge and cloud environments. Given that models
operate at varying sampling frequencies (such as 1-100 Hz for SoC estimators, approximately
0.1 Hz for SoH predictors, and intervals of minutes to hours for RUL forecasts), it is essential
to maintain a unified time reference:

e Time-stamped telemetry: Edge-collected signals including voltage, current,
temperature, and impedance are precisely timestamped using NTP or GPS-
synchronized clocks.

e Buffering and caching: Data captured at high frequency on the edge are locally
buffered and down sampled prior to cloud transmission, ensuring alignment with
lower-frequency models (e.g., TCN-SoH, RUL).

e Model orchestration layer: Azure Functions or AKS services coordinate the
synchronization of outputs onto a common time axis, before integration with the BMS
or parameter libraries.

e Resampling and interpolation: For purposes such as validation and multi-model fusion,
signals are resampled to standardized frequency grids (e.g., 1 Hz), facilitating direct
comparison among SoC, SoH, and thermal predictions.

e C(Cloud—edge feedback loop: Insights generated in the cloud (for instance, weekly
impedance updates and RUL forecasts) are systematically synchronized back to the
edge, becoming part of real-time control processes without affecting high-frequency
estimators.

This synchronization methodology ensures the digital twin preserves temporal coherence
across diverse models, thereby supporting consistent decision-making, robust validation, and
transparent performance evaluation against WP7 duty cycles.

The following Table 3 provides an overview of the input signals, preferred data sources, timing
requirements, and expected outputs for all models considered in this deliverable. This
mapping ensures that:
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o Edge-deployed models (e.g., LSTM SoC, Kalman filter) can operate with high-
frequency measurements (1-100 Hz) to support real-time BMS control.
e Cloud-deployed models (e.g., P2D, SoS, NN/TCN SoH, RUL) can leverage HPC
resources to process lower-frequency data (seconds—minutes) for validation,

degradation analysis, and optimisation.

e Hybrid models (e.g., EIS-based calibration) combine edge data collection with cloud
post-processing, feeding simplified parameters back into the edge environment.

Table 3 Input and Output requirements

Model

Input data

Preferred
data source

Timing/sampling
time
requirements

Model output

Model
output
frequency

LSTM SoC
model
(VTT)

V,I, T

Voltage,
current,
temperature
measuremen
ts with time
stamps.
Currently,
sequences of
the previous
20 one-
second
samples of V,
I, T provides
good SoC
predictions.

Sampling time 1 s
(or even can be
ms, depending on
the training
dataset used for
model
development).

SoC

1 second (or
1 ms if the
training
dataset used
for model
development
is sampled at
1ms
intervals)

TCN SoH
model
(FHG)

Base model: V, |, T,
SoC, and variables
derived thereof.

Any data
source,
where data
can be
derived in
frames with
defined hop
length and
equidistant
sampling.
Timing
intervals
should be 15,
downsamplin
g may be
done
afterwards.

Sampling time 1s,
equidistant.

SoH C)
If labels for SoH
R) are provided,
output may also
be SoH R).

Targeted:
Approx. 10
min or
longer.

NN SoH
model
(IONCOR)

V, |, T, SoC,
additional sensor
data

Measuremen
ts from the
BMS:
voltage,
temperature,
current with
time stamps.
Possible EIS.

Sampling time 1's,
equdistant.

SoHC, R
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Kalman- V, 1, T, SoC SoH
filter
model SoH
(ABEE)
SoS model SOC, SOH, EIS, Measuremen | Sampling time 1's, SoS Depends on
(Rise) pressure sensors and ts readings equidistant, EIS the SOC and
vV, I, T from sensors | sampling and SOC SOH inputs
and values and SOH output frequencies
battery
status
estimators
P4D model | For BOL calibration: Voltage, No requirement, Current
(Sintef) As much temperature, but sufficiently voltage
electrochemical and | current with fine SOocC
material data as time stamps concentrations
possible; half-cell temperatures
OCPs; low and high-
rate charge and
discharge curves
Once calibrated:
Current
Voltage
Temperature
Cycle numbers
(cannot provide)
Charge/discharge
cycles
Aging parameters (if
available)
EIS based EIS frequency, EIS via BMS N/AEIS from a Parameters for Estimator
model amplitude and phase | (from CSEM few mHz to 1- SoT, SoC parameters:
calibration PCB) 10kHz, 5-8 points estimators on a weekly
(CSEM) per decade, done basis (when
on a weekly basis new EIS is
done). SoC
and SoT 1Hz
or faster

3.2. Purpose and User Perspective
Input/output specs define models technically, but it's also crucial to explain their purpose and value
for developers and users. This clarity helps models stay both feasible and relevant for end-users like
BMS operators, integrators, and fleet managers. Developers focus on training methods, data needs,
and model constraints, while user stories outline practical goals, motivations, and acceptance criteria.
The table below connects development steps to deployment and user benefits.

Table 4 Developer Perspective and User Story

Model

Developers’ perspective: Scenario

User story 1

(VTT)

LSTM SoC model

LSTM model is trained using cell-level data in a
supervised learning framework, where the
corresponding output (SoC) must be known for
each input sequence (of V, I, T).

SOC is used to know the state of
the charge for the user.
Acceptence criteria: It should be
accurate within +/-2% error for all
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The model is initially trained on data from a subset
of battery cells and is adpated to other cells using
techniques such as transfer learning.

During inference, the model takes sequence(s) of
V, I, T as input and outputs the predicted SoC.

operational conditions
throughout the lifetime. The
algorithm should be able to
estimate the SOC of each cell in
the system. Implementation of
the algorithm should not be too

much demanding for the
processing power of the BMS

TCN SoH model
(FHG)

The TCN model is trained on cells with given load
profiles and labels. The trained model is applied to
estimate SoH value for other cells given one or
more sequences of the input data, even during
load conditions, outside of reference
charge/discharge sequences. Additionally, the
model can be trained for SoH estimation from
reference charge/discharge sequences.

The accuracy should be within +/-
3% throughout the lifetime. The
algorithm should be able to cope
with the measurement noise and
data gaps. It should be demanding
a lot of historical data. The
algorithm should be able to
estimate the SOH of each cell in
the system. Implementation of
the algorithm should not be too
much demanding for the
processing power of the
BMS/wherever it is implemented

NN SoH model
(IONCOR)

The NN-based SoH model is trained using
operational datasets containing voltage, current,
temperature, and SoC, with labels for degradation

states derived from capacity fade or resistance
growth. Training can leverage both laboratory
cycling data and field measurements. Transfer
learning is used to adapt the base model across
different cell chemistries or formats. During
inference, the NN processes sequences of
operating parameters to output an SoH estimate.

The accuracy should be within +/-
3% throughout the lifetime. The
algorithm should be able to cope
with the measurement noise and
data gaps. It should be demanding
a lot of historical data. The
algorithm should be able to
estimate the SOH of each cell in
the system. Implementation of
the algorithm should not be too
much demanding for the
processing power of the
BMS/wherever it is implemented

Kalman-filter
model SoH (ABEE)

The Kalman filter model estimates SoH by fusing
online sensor data (V, I, T) with a reduced-order
equivalent circuit model (ECM). It updates SoH
continuously by adapting model parameters such
as resistance or capacity. The filter is lightweight,

embedded deployment.

computationally efficient, and suitable for edge or

The accuracy should be within +/-
3% throughout the lifetime. The
algorithm should be able to cope
with the measurement noise and

data gaps. It should be demanding

a lot of historical data. The
algorithm should be able to
estimate the SOH of each cell in
the system. Implementation of
the algorithm should not be too
much demanding for the
processing power of the
BMS/wherever it is implemented

SoS model (Rise)

The SoS (System-of-Systems) model aggregates

systems. It integrates SoC, SoH, thermal

level simulation. It is computationally intensive
and designed for execution on HPC resources.

data from cell-, module-, and pack-level models to
provide a holistic representation of large battery

behaviour, and impedance into a scalable pack-

Establish a definition for safety on
the battery cell, based on
measured parameters and testing
results. The safety indicator
generated will be a number
between 0-1, being one the safest
working zone for the battery. The

model requires as inputs voltage,
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temperature, current, battery cell
data specifications, SOH, SOC.
P4D model First a BOL model is calibrated. Existing lab or For ageing models calibration,
(Sintef) literature data may be used. data over many cycles is needed.
EIS based model When a new EIS is carried out, the SoC model
calibration parameters are recalibrated and the SoC ECM
(CSEM) model in the BMS is updated accordingly.

3.3. Data Sources and Availability

Reliable digital twins depend on high-quality data for model training and validation. The
models use a mix of laboratory data, field measurements, and literature sources to ensure
accuracy across different scales and scenarios. Field data offer realistic usage and degradation
insights, lab data provide controlled electrochemical and thermal details, and literature data
help with lifetime prediction and calibration.

4. Performance Strategy

The DT must balance the model’s accuracy and computational efficiency. High-fidelity
electrochemical and multi-physics models (e.g., P2D) provide detailed accuracy and SoX data
driven based models need to match real-time requirement performance. Therefore, models
should be run by high power computing (HPC) machines in Azure Cloud. Physics-based P2D/SoS
models are executed on Azure HPC clusters using distributed solvers and GPU acceleration, removing
traditional computational bottlenecks. Data-driven models (LSTM, TCN, NN-based SoH) are
containerized and deployed on GPU-enabled virtual machines for fast inference.

Azure loT Edge runs lightweight models (LSTM SoC, Kalman filters) at frequencies of 10-100
Hz for direct BMS interaction. Azure HPC runs batch or continuous high-fidelity simulations
(P2D, SoS, RUL, impedance-based SoT/SoC, SoH (TCN and NN) at lower frequencies, feeding
back insights and updating parameter libraries.

Performance optimisation is not achieved by reducing model detail but by scaling compute

resources dynamically:

. Container orchestration via Azure Kubernetes Service (AKS)
. Job scheduling for batch simulations on HPC clusters
. Auto-scaling policies to allocate more GPU/CPU resources during heavy

workloads (e.g., fast charging events, pack-level simulations).
All models (P2D, SoS, SoC/SoH/RUL estimators) access a centralised parameter/data library
(Azure Data Lake + CKANN). This ensures consistent parameterisation across HPC and edge
environments, while enabling real-time updates from laboratory data (WP2/3) and
operational use cases (WP7).
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The HPC-powered digital twin is validated against use-case load profiles, ensuring that
scalability and fidelity are maintained under:

. Maritime propulsion (large-scale, long duty cycles),
. Stationary storage (grid fluctuations),
. Heavy-duty vehicles (variable loads and fast charging).

5. Validation & use-case scenarios

The performance-optimised digital twin architecture outlined in this deliverable will undergo
validation as part of Task 4.5 (Reference System Digital Twin Parametrisation and Framework
Validation), in alignment with the representative use cases formulated in WP7.

Task 4.5 will see the digital twin framework transition from laboratory prototypes to
deployment within an operational reference system. High-fidelity sub-component models
developed in WP2-WP3 will be systematically integrated, ensuring coherence across
electrochemical, thermal, and system-level behaviours. Reference validation will be
conducted in collaboration with CORVUS, who will parametrise an operational maritime
battery system for integration into the digital twin and provide access to a comprehensive
fleet database (>500 MWh of maritime batteries, including one-second resolution telemetry
stored in the cloud). By connecting cloud-based simulations to the operating reference
system, the digital twin may be validated against actual performance profiles, degradation
patterns, and operational events. These activities will directly contribute to Deliverable D4.5.
In parallel, WP7 will supply application-oriented use cases that inform the validation process.

Typical duty cycles and system configurations will be specified for:
e Heavy-duty road vehicles
e Off-road mobile machinery
e Marine vessels (ferries, offshore support, cargo)
Light vehicles, stationary storage, rail, and aviation (as required for completeness)

Based on these use cases, relevant load profiles and performance criteria will be established
and incorporated into the digital twin validation workflow. This approach ensures that the
performance-optimised digital twin meets both technical standards and the practical
demands of end-user applications.

Collectively, T4.5 and WP7 will establish a comprehensive validation strategy:
e Parametrisation of a real-world reference system within the framework.
e Comparison of simulations and measurements under realistic duty cycles.
e Assessment of optimisation potential (efficiency, degradation, operational
expenditure impact).
e A feedback loop to enhance architecture and model accuracy, bridging laboratory
models, cloud simulations, and operational realities.
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Conclusion

This deliverable outlines architecture recommendations for developing performance-
optimised digital twins of battery systems, with a focus on integrating physics-based, data-
driven, and hybrid models within an Azure HPC-Edge framework. The principal outcomes are
summarised by belonging to the following categories:

e Requirements Definition

e Architecture Recommendation
e Model Allocation Strategy

e Model Catalogue

e Performance Optimisation

e Validation Pathway

In summary, this deliverable establishes a robust foundation for a scalable and adaptable
performance-optimised digital twin framework. The recommended architecture bridges
laboratory models, cloud-HPC assets, and edge-based real-time control, facilitating predictive,
efficient, and safe management of advanced battery systems. Integration with operational
reference systems and realistic use cases provides a comprehensive validation pathway.
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